Parameters and efficiencies of iterative solvers and preconditioners in
spam

suppressPackageStartupMessages (library(spam))

Settings

Choose setting to control the computational load throughout this document. "fast" is suitable for a quick
check (takes less than a minute); "normal" for routine use (a few minutes); "extensive" for publication-
quality results (couple hours on my laptop). As we do not estimate parameters, we will set the range according
to ngamma.

setting <- "fast" # one of: "fast", "mormal", "extensive"
setting <- "normal"
setting <- "extensive"

if (setting=="fast") {

n = 1000 # single-problem size
ngamma = 25 # expected neighbours (controls taper radius)
nprobe = 10 # stochastic log—-det probes
1fil = 10 # fill level for ildlt / ilu
1fil_vec = c(2, 5, 10, 20)*2 # sweep for lfil illustration
nprobe_vec = c(5, 10, 20, 50) # sweep for mprobe illustration
omega_vec = seq(0.25, 1.75, by = 0.25)  # sweep for SSOR omega illustration
miniter_vec = c(1, 5, 10, 20) # sweep for miniter tllustration
n_vec = c(1, 2, 5) * 1000 # sizes for scaling section
}
if (setting=="normal") {
n = 5000
ngamma = 45
nprobe = 50
1fil = 50
1fil_vec = 5*c(10, 20, 50, 80)
nprobe_vec = c(10, 20, 50, 100)
omega_vec = seq(0.1, 1.9, by = 0.2)
miniter_vec = c(1, 5, 10, 20, 50)
n_vec = c(1, 2, 5, 10, 20) * 1000
}
if (setting=="extensive") {
n = 20000
ngamma = 100
nprobe = 50
1fil = 75
1fil_vec = c(50, 75, 100, 150,200, 250)

nprobe_vec = c(10, 20, 50, 100, 200)

omega_vec = seq(0.1, 1.5, by = 0.1)
miniter_vec = ¢(1, 5, 10, 20, 50, 100)

n_vec =c(1, 2, 5, 10, 20, 50, 100) * 1000



}
theta0 <- c(1.1, 0.1) # without range! sill, nugget only!!

We work with a single moderate problem for the first sections, then sweep parameters, and finally loop over
n_vec for the scaling comparison.

set.seed(142)
locs <- cbind(runif(n), runif(n))
delta <- sqrt(ngamma / (n * pi))

D <- nearest.kdtree(locs, upper = NULL, delta = delta)

Sigma <- cov.sph(D, c(delta, theta0))

y <- c(rmvnorm.spam(l, Sigma = Sigma))

cat("n =", n, " | nnz =", nnz(Sigma), " | range =", round(delta, 5), "\n")

#> n = 20000 | nnz = 1952304 | range = 0.03989

Incomplete factorisation preconditioners
Systematic study: 1fil, droptol, ordering

We sweep 1fil_vec (from the settings block), three drop tolerances, and the three available orderings for
ildlt. For each combination we record: build time (s), factor memory (kB), and relative approximation
quality |[M~1o— A=1b||/||A1b||

droptol_vec <- c(0, 1le-3, 1le-2)
orderings <- c("none", "MMD", "RCM")

combos <- expand.grid(1lfil 1fil_vec,
droptol droptol_vec,
ordering = orderings,
stringsAsFactors = FALSE)

res_pc <- data.frame(combos,
mem_kb = NA_real ,
t_build NA _real ,
rel_err = NA_real_ )

b <- rnorm(n)
z_exact <- solve(Sigma, b)

for (i in seq_len(nrow(combos))) {
res_pc$t_build[i] <- system.time(
pc <- ildlt(Sigma,
1fil = combos$1fil[i],
droptol = combos$droptoll[i],
ordering = combos$orderingl[i],
shift 1)

) ["elapsed"]

res_pc$mem_kb[i] <- as.numeric(object.size(pc)) / 1024

Z_pc <- solve(pc, b)

res_pc$rel_err[i] <- sqrt(sum((z_exact - z_pc)~2)) / sqrt(sum(z_exact”2))

}

The two key trade-offs are visualized below. Left panel: factor memory vs. relative error — increasing
1fil moves points left and down (better quality, more memory). Right panel: build time vs. relative error.



droptol primarily reduces memory and build time at the cost of quality; ordering mainly affects the fill
pattern.

cols_ord <- c(none = "steelblue", MMD = "tomato", RCM = "darkgreen")
pch_drop <- c(16, 17, 15) # one symbol per droptol level

pc_col <- cols_ord[res_pc$ordering]
pc_pch <- pch_drop[match(res_pc$droptol, droptol_vec)]

par(mfrow = c(1, 2), mar = c(4, 4, 2, 1))

n n

plot(res_pc$mem_kb, res_pc$rel_err, log = "xy",
col = pc_col, pch = pc_pch, cex = 1.2,
xlab = "Factor memory (kB)", ylab = "Relative error",

main = "Quality vs. memory")
legend("topright", legend = names(cols_ord), col = cols_ord, pch = 16,
title = "ordering", bty = "n", cex = 0.8)
legend("bottomleft", legend = as.character(droptol_vec), pch = pch_drop,
title = "droptol", bty = "n", cex = 0.8)

plot(res_pc$t_build, res_pchrel_err, log = "xy",
col = pc_col, pch = pc_pch, cex = 1.2,
xlab "Build time (s)", ylab = "Relative error",
main = "Quality vs. build time")
legend("topright", legend = names(cols_ord), col = cols_ord, pch = 16,
title = "ordering", bty = "n", cex = 0.8)
legend("bottomleft", legend = as.character(droptol_vec), pch = pch_drop,
title = "droptol", bty = "n", cex = 0.8)
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Systematic study: preconditioner, 1fil, omega, tolerance

Three sub-sweeps on the same (Sigma, b) pair.



Sweep 1 — SSOR, varying omega. SSOR requires no explicit build step; the relaxation parameter omega
controls convergence. The expected behaviour is a U-curve in iteration count with a minimum near the
optimal omega

res_ssor <- data.frame(

omega = omega_vec,
iter = NA_integer_,
relres = NA_real ,
t_solve = NA_real_

)
for (i in seq_along(omega_vec)) {
res_ssor$t_solve[i] <- system.time(
r <- cg(Sigma, b,
control = get.iter.control(precond = "ssor", omega = omega_vec[i]))
) ["elapsed"]
res_ssor$iter[i] <- r$iter
res_ssor$relres[i] <- r$relres

}

Sweep 2 — ildlt (MMD ordering), varying 1fil. Build and solve are timed separately so we can
distinguish preconditioner construction cost from solve cost.

res_ildlt <- data.frame(

1fil = 1fil_vec,
iter = NA_integer_,
relres = NA _real ,
t_build = NA_real ,
t_solve = NA_real_

)
for (i in seq_along(1lfil_vec)) {
res_ildlt$t_build[i] <- system.time(
pc <- ildlt(Sigma, 1fil = 1fil_vec[i], ordering = "MMD", shift = 1)
) ["elapsed"]
res_ildlt$t_solve[i] <- system.time(
r <- cg(Sigma, b, control = get.iter.control(precond = pc))
) ["elapsed"]
res_ildlt$iter[il <- r$iter
res_ildlt$relres[i] <- r$relres

}

Sweep 3 — tolerance, no preconditioner.

tol_vec <- c(le-3, 1e-5, 1le-7, 1e-10)
res_tol <- data.frame(

tol = tol_vec,
iter = NA_integer_,
relres = NA real ,
t_solve = NA_real_

)

for (i in seq_along(tol_vec)) {
res_tol$t_solve[i] <- system.time(
r <- cg(Sigma, b, control = get.iter.control(tol = tol_vec[i]))
) ["elapsed"]
res_tol$iter[il <- r$iter
res_tol$relres[i] <- r$relres

}



res_tol

#> tol iter relres t_solwve
#> 1 1e-03 61 9.498038e-04 0.112
#> 2 1e-05 98 9.178744e-06  0.178
#> 3 1e-07 134 9.678589e-08  0.241
#> 4 1le-10 189 9.651230e-11 0.339

Left panel: SSOR iteration count vs. omega — the U-curve identifies the optimal relaxation. Right panel: for
ildlt, build time and solve time stacked by 1fil, with iteration count on a secondary axis.

par (mfrow = c(1, 3), mar = c(4, 4, 2, 4))

## Panel 1: SSOR omega vs iterations

plot(res_ssor$omega, res_ssor$iter, type = "b", pch = 16, col = "steelblue",
xlab = expression(omega), ylab = "CG iterations",
main = "SSOR: iterations vs omega")

abline(h = res_ssor$iter [which.min(res_ssor$iter)], 1ty = 2, col = "gray")

## Panel 2: ildlt 1fil - stacked build + solve time
bp <- barplot(rbind(res_ildlt$t_build, res_ildlt$t_solve),
beside = FALSE,
names.arg = 1fil_vec,
col = c("tomato", "steelblue"),
xlab "1fil", ylab = "time (s)",
main = "ildlt: build vs solve time")
legend("topleft", legend = c("build", "solve"), fill = c("tomato","steelblue"),
bty = "n", cex = 0.8)
par(new = TRUE)
plot(seq_along(1lfil_vec), res_ildlt$iter, type = "b", pch = 17, col = "darkgreen",

axes = FALSE, xlab = "", ylab = "")
axis(4, col = "darkgreen", col.axis = "darkgreen")
mtext("iterations", side = 4, line = 2.5, col = "darkgreen", cex = 0.8)

## Panel 3: ildlt iterations vs 1fil with SSOR and no-precond as references
iter_none <- cg(Sigma, b)$iter
iter_ssor <- res_ssor$iter[which.min(res_ssor$iter)]
plot(1fil_vec, res_ildlt$iter, type = "b", pch = 16, col = "darkgreen",
xlab = "1fil", ylab = "CG iteratiomns",
main = "ildlt vs SSOR vs none",
ylim = range(c(res_ildlt$iter, iter_none, iter_ssor)))
abline(h = iter_none, lty = 2, col = "tomato")
abline(h = iter_ssor, 1lty = 2, col = "steelblue")
legend("topright",
legend = c("ildlt", "SSOR (best omega)", "no precond"),
col = c("darkgreen", "steelblue", "tomato"),
pch = c(16, NA, NA), 1ty = c(1, 2, 2),
bty = "n", cex = 0.8)
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@ Ifil

Stochastic log-determinant

The exact log-determinant serves as the reference throughout.

ld.exact <- 2 * sum(log(diag(chol(Sigma))))

Systematic study: nprobe, preconditioner, seed variability

Ifil

Sweep 1 — nprobe. More probes reduce variance at linear cost in time. The estimator is unbiased so the

expected error decays as C//Mprobe-

res_nprobe <- data.frame(

nprobe = nprobe_vec,
logdet = NA_real_,
se = NA_real_,
rel err = NA real_,
t_solve = NA_real_

)
for (i in seq_along(nprobe_vec)) {
res_nprobe$t_solve[i] <- system.time(
r <- logdet.cg(Sigma,

control = get.iter.control(nprobe = nprobe_vec[i], seed = 1))

) ["elapsed"]
res_nprobe$logdet[i] <- r$logdet
res_nprobe$se[i] <- r$logdet.se
res_nprobe$rel_err[i] <- abs(r$logdet - 1ld.exact) / abs(ld.exact)
}
res_nprobe
#>  nprobe logdet se rel_err t_solve
#> 1 10 -18280.38 73.39586 0.002417953  3.504
#> 2 20 -18302.61 53.19293 0.001204676  8.754
#> 3 50 -18275.97 30.43041 0.002658730 13.485
#> 4 100 -18303.62 20.59266 0.001149645 21.801
#> 5 200 -18297.29 14.36323 0.001494921 44.225

Sweep 2 — preconditioner and solver at fixed nprobe. A better preconditioner yields a better-



conditioned Lanczos recurrence and tighter Ritz-value approximations. logdet.cg and logdet.minres are
called with identical get.iter.control() parameters — the interface is the same for both solvers.

pc_ildlt <- ildlt(Sigma, 1fil = 1fil, ordering = "MMD")

## identical control objects for both solvers

ic_none <- get.iter.control(nprobe = nprobe, seed = 1)

ic_ssor <- get.iter.control(nprobe = nprobe, seed = 1, precond = "ssor")
ic_ildlt <- get.iter.control(nprobe = nprobe, seed = 1, precond = pc_ildlt)

(label, solver function, control)
cases <- list(

## combine:

list(label = "cg.none", fn = logdet.cg, ic = ic_none),
list(label = "cg.ssor", fn = logdet.cg, ic = ic_ssor),
list(label = "cg.ildlt", fn = logdet.cg, ic = ic_ildle),
list(label = "mr.none", fn = logdet.minres, ic = ic_none),
list(label = "mr.ssor", fn = logdet.minres, ic = ic_ssor)
)
res_lpc <- data.frame(
label = sapply(cases, “[[*, "label"),
logdet = NA_real_,
se = NA_real_,
rel_err = NA_real ,
t_solve = NA real ,
stringsAsFactors = FALSE

)
for (i in seq_along(cases)) {
res_lpc$t_solve[i] <- system.time(

r <- cases[[i]]$fn(Sigma, control = cases[[i]]$ic)
)["elapsed"]
res_lpc$logdet[i] <-
res_lpc$se[i] <-
res_lpc$rel_err[i] <-

r$logdet
r$logdet.se
abs(r$logdet - 1ld.exact) / abs(ld.exact)

}

res_lpc

#> label logdet se rel_err t_solve
#> 1 cg.none -18275.97 30.43041 0.00265873 13.945
#> 2 cg.ssor -18275.97 30.43041 0.00265873 14.519
#> 3 cg.ildlt -18275.97 30.43041 0.00265873 24.981
#> 4 mr.none -18275.97 30.43041 0.00265873 10.798
#> 5 mr.ssor -18275.97 30.43041 0.00265873 10.729

Sweep 3 — seed variability. Multiple independent runs at fixed nprobe show the distribution of the
estimator around the exact value.

n_seeds 20
1d_seeds <- sapply(seq_len(n_seeds), function(s)

logdet.cg(Sigma,
control = get.iter.control(nprobe

<-

nprobe, seed = s))$logdet
)

Panel 1: estimate £+ 2 SE vs. nprobe with the exact value as reference. Panel 2: distribution of estimates
over seeds (nprobe fixed) — visually confirms unbiasedness. Panel 3: preconditioner and solver comparison
(CG and MINRES with the same control parameters), showing estimates + 2 SE against the exact value;
solve times are annotated on the x-axis.



par(mfrow = c(1, 3), mar = c(4, 4, 2, 1))

## Panel 1: estimate +/- 2 SE vs nprobe, exact value as reference
yliml <- range(c(res_nprobe$logdet + 2 * res_nprobe$se,
res_nprobe$logdet - 2 * res_nprobe$se,
1d.exact))
plot(res_nprobe$nprobe, res_nprobe$logdet,
type = "b", pch = 16, col = "steelblue",
xlab = "nprobe", ylab = "log-det estimate",
main = "Estimate +/- 2 SE vs. nprobe",
ylim = yliml)
arrows (res_nprobe$nprobe,
res_nprobe$logdet - 2 * res_nprobeS$se,
res_nprobe$nprobe,
res_nprobe$logdet + 2 * res_nprobe$se,
length = 0.05, angle = 90, code = 3, col = "steelblue")
abline(h = 1d.exact, 1ty = 2, col = "tomato", lwd = 2)
legend("topright", legend = c("estimate +/- 2 SE", "exact"),
col = c("steelblue", "tomato"), pch = c(16, NA),
1ty = c(1, 2), 1wd = c(1, 2), bty = "n", cex = 0.8)

## Panel 2: distribution over seeds - confirms unbiasedness
hist(1ld_seeds, breaks = 10, col = "lightblue", border = "white",

xlab = "log-det estimate", main = "Seed variability (fixed nprobe)")
abline(v = 1ld.exact, col = "tomato", lwd = 2)
abline(v = mean(ld_seeds), col = "steelblue", lwd = 2, lty = 2)
legend("topright", legend = c("exact", "mean over seeds"),

col = c("tomato", "steelblue"), lwd = 2, 1lty = c(1, 2),
bty = "n", cex = 0.8)

## Panel 3: solver x preconditioner - estimate +/- 2 SE, exact as reference.
## CG: filled symbols; MINRES: open symbols.
pc_x <- seq_along(res_lpc$label)
is_cg <- grepl("“cg", res_lpc$label)
pc_pch <- ifelse(is_cg, 16L, 17L)
pc_col <- ifelse(grepl("none$", res_lpc$label), "gray50",
ifelse(grepl("ssor$", res_lpc$label), "steelblue", "tomato"))
ylim3 <- range(c(res_lpc$logdet + 2 * res_lpcése,
res_lpc$logdet - 2 * res_lpc$se,
1ld.exact))
plot(pc_x, res_lpc$logdet,
pch = pc_pch, col = pc_col,

xlab = "", ylab = "log-det estimate",

main = "Solver x preconditioner",

xlim = ¢(0.5, length(pc_x) + 0.5), ylim = ylim3,
xaxt = "n")

axis(1l, at = pc_x, labels = res_lpc$label, cex.axis = 0.8)
arrows(pc_x,

res_lpc$logdet - 2 * res_lpc$se,

pc_X,

res_lpc$logdet + 2 * res_lpc$se,

length = 0.05, angle = 90, code = 3, col = pc_col)
abline(h = 1ld.exact, lty = 2, lwd = 2, col = '"gray30")



text(pc_x, par("usr")[3], labels = pasteO(round(res_lpc$t_solve, 3), "s"),
pos = 1, xpd = TRUE, cex = 0.7)
legend("topleft",
legend = c("CG", "MINRES", "none", "ssor", "ildlt", "exact"),

pch = c(16, 17, NA, NA, NA, NA),
1ty = c(NA, NA, NA, NA, NA, 2),
col = c("black", "black", "gray50", "steelblue", "tomato", "gray30"),
bty = "n", cex = 0.75)
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Sweep 4 — miniter: minimum Lanczos steps for accurate spectral coverage.

miniter is relevant only for cg.lanczos, minres.lanczos, logdet.cg, and logdet.minres. It forces at least
that many Lanczos recurrence steps regardless of solver convergence. The motivation: a good preconditioner
(e.g., SSOR) can cause the solver to converge in very few steps, leaving the Lanczos tridiagonal matrix Ty
too small to cover the spectrum accurately — and hence giving a poor log-det estimate. Increasing miniter
trades extra Lanczos steps for better spectral coverage.

We first illustrate the mechanism on a single probe solve (how many steps are actually performed), then
sweep miniter for the full estimator. Both logdet.cg and logdet.minres are called with the same
get.iter.control() object.

## Single probe: show how iter grows with miniter under SSOR vs no precond.
set.seed(1)
v_demo <- sample(c(-1.0, 1.0), n, replace = TRUE)
iter_free_none <- cg.lanczos(Sigma, v_demo,
control = get.iter.control(miniter = 1L))$iter
iter_free_ssor <- cg.lanczos(Sigma, v_demo,
control = get.iter.control(precond = "ssor",
miniter = 1L))$iter
iter_min_ssor <- cg.lanczos(Sigma, v_demo,
control = get.iter.control(precond
miniter

"SSOI”,
max(miniter_vec)))$iter

cat("Free convergence: no precond =", iter_free_none,

"iter | SSOR =", iter_free_ssor, "iter\n")
#> Free convergence: no precond = 116 iter | SSOR = 65 iter
cat("SSOR + miniter =", max(miniter_vec), ":", iter_min_ssor, "iter\n")
#> SSOR + miniter = 100 : 100 <ter



With SSOR the solver converges quickly (few natural steps), so miniter is the binding constraint. Without
preconditioning the solver runs many steps regardless.

## Full estimator: vary miniter with SSOR, identical ic for CG and MINRES.
res_miniter <- data.frame(
miniter = rep(miniter_vec, 2L),
solver = rep(c("CG", "MINRES"), each = length(miniter_vec)),
logdet = NA_real_,
se = NA_real_,
rel_err = NA_real ,
t_solve = NA_real_
)
for (i in seq_along(miniter_vec)) {
ic <- get.iter.control(nprobe = nprobe, seed = 1, precond = "ssor",
miniter = miniter_vec[i])
j <= i + length(miniter_vec)

res_miniter$t_solve[i] <- system.time(
r <- logdet.cg(Sigma, control = ic))["elapsed"]
res_miniter$logdet[i] <- r$logdet
res_miniter$se[i] <- r$logdet.se
res_miniter$rel_err[i] <- abs(r$logdet - ld.exact) / abs(ld.exact)

res_miniter$t_solve[j] <- system.time(
r <- logdet.minres(Sigma, control = ic)) ["elapsed"]
res_miniter$logdet[j] <- r$logdet
res_miniter$se[j] <- r$logdet.se
res_miniter$rel_err[j] <- abs(r$logdet - ld.exact) / abs(ld.exact)
}

res_miniter

#> miniter solver logdet se rel_err t_solve
#> 1 1 CG -18275.97 30.43041 0.00265873 12.310
#> 2 9] CG -18275.97 30.43041 0.00265873 10.990
#> 3 10 CG -18275.97 30.43041 0.00265873 10.978
#> 4 20 CG -18275.97 30.43041 0.00265873 11.106
#> 5 50 CG -18275.97 30.43041 0.00265873 15.241
#> 6 100 CG -18275.97 30.43041 0.00265873 10.903
#> 7 1 MINRES -18275.97 30.43041 0.00265873 10.678
#> 8 5 MINRES -18275.97 30.43041 0.00265873 10.816
#> 9 10 MINRES -18275.97 30.43041 0.00265873 10.791
#> 10 20 MINRES -18275.97 30.43041 0.00265873 11.862
#> 11 50 MINRES -18275.97 30.43041 0.00265873 12.018
#> 12 100 MINRES -18275.97 30.43041 0.00265873 10.771

par (mfrow = c(1, 2), mar = c(4, 4, 2, 1))

cg_rows <- res_miniter$solver == "CG"
mr_rows <- res_miniter$solver == "MINRES"

## Panel 1: estimate +/- 2 SE vs miniter
yliml <- range(c(res_miniter$logdet + 2 * res_miniter$se,
res_miniter$logdet - 2 * res_miniter$se,
1d.exact), na.rm = TRUE)
plot(res_miniter$miniter[cg_rows], res_miniter$logdet[cg_rows],
type = "b", pch = 16, col = "steelblue", ylim = yliml,
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xlab "miniter", ylab = "log-det estimate",
main = "Effect of miniter (SSOR)")
lines(res_miniter$miniter [mr_rows], res_miniter$logdet [mr_rows],
type = "b", pch = 17, col = "tomato")
arrows(res_miniter$miniter[cg_rows],
res_miniter$logdet [cg_rows] - 2 * res_miniter$sel[cg_rows],
res_miniter$miniter[cg_rows],
res_miniter$logdet [cg_rows] + 2 * res_miniter$sel[cg_rows],
length = 0.04, angle = 90, code = 3, col = "steelblue")
arrows (res_miniter$miniter [mr_rows],
res_miniter$logdet [mr_rows] - 2 * res_miniter$se[mr_rows],
res_miniter$miniter [mr_rows],
res_miniter$logdet [mr_rows] + 2 * res_miniter$se[mr_rows],
length = 0.04, angle = 90, code = 3, col = "tomato")
abline(h = 1d.exact, 1ty = 2, 1lwd = 2, col = ”grayBO")
legend("topleft",
legend = c("logdet.cg", "logdet.minres", "exact"),
col c("steelblue", "tomato", "gray30"),
pch c(16, 17, NA), 1ty = c(1, 1, 2), 1lwd = c(1, 1, 2),
bty = "n", cex = 0.85)

## Panel 2: relative error vs miniter (log scale)

ylim2 <- range(res_miniter$rel_err, na.rm = TRUE)

plot(res_miniter$miniter[cg_rows], res_miniter$rel_err[cg_rows],
type = "b", pch = 16, col = "steelblue",

log = "y", ylim = ylim2,
xlab = "miniter", ylab = "Relative error",
main = "Relative error vs. miniter (SSOR)")

lines(res_miniter$miniter [mr_rows], res_miniter$rel_err[mr_rows],
type = "b", pch = 17, col = "tomato")
legend("topright",
legend = c("logdet.cg", "logdet.minres"),
col = c("steelblue", "tomato"), pch = c(16, 17), 1ty = 1,
bty = "n", cex = 0.85)
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Quadratic form

quadform.cg solves Az = y via CG then returns y”z. Accuracy is governed entirely by the CG solve: tol,
maxiter, and the preconditioner. nprobe is ignored.

qf .exact <- as.double(y %*J, solve(Sigma, y))

Systematic study: tol, preconditioner, maxiter

Sweep 1 — tol. Tighter tolerance means more CG iterations and a more accurate solve, directly reducing
the error in the quadratic form.

tol_vec <- c(le-2, le-4, le-6, 1e-8, 1le-10)

res_qftol <- data.frame(

tol = tol_vec,
quad = NA_real_,
rel_err = NA_real ,
iter = NA_integer_,
t_solve = NA_real

)
for (i in seq_along(tol_vec)) {
res_qftol$t_solve[i] <- system.time(
r <- quadform.cg(Sigma, y, control = get.iter.control(tol = tol_vec[i]))
) ["elapsed"]
res_qftol$quad[i] <- r$quad
res_qftol$rel_err[i] <- abs(r$quad - qf.exact) / abs(qf.exact)

res_qftol$iter[i] <- r$iter
}
res_qgftol
#> tol quad rel_err iter t_solwe

#> 1 1e-02 19941.44 7.311721e-05 37  0.072
#> 2 1e-04 19942.90 7.266994e-09 74  0.140
#> 3 1e-06 19942.90 1.912124e-12 111  0.207
#> 4 1e-08 19942.90 2.606049e-12 148 0.273
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#> 5 1e-10 19942.90 1.094519e-14 184  0.340

Sweep 2 — preconditioner at default tol. A better preconditioner reduces iterations and typically also
reduces the quadratic form error at fixed tolerance.

qf _precond_cases <- list(
none = get.iter.control(),
ssor = get.iter.control(precond = "ssor"),
ildlt = get.iter.control(precond = ildlt(Sigma, 1fil = 1fil, ordering = "MMD"))

res_qfpc <- data.frame(
precond = names(qf_precond_cases),

quad = NA_real_,
rel_err = NA_real ,
iter = NA_integer_,
t_solve = NA_real

)
for (i in seq_along(qf_precond_cases)) {
res_qfpc$t_solve[i] <- system.time(
r <- quadform.cg(Sigma, y, control = qf_precond_cases[[i]])
) ["elapsed"]
res_qfpc$quad[i] <- r$quad
res_qfpc$rel_err[i] <- abs(r$quad - gf.exact) / abs(qf.exact)

res_qfpc$iter[i] <- r$iter
}
res_qgfpc
#>  precond quad rel_err iter t_solwve

#> 1 none 19942.9 1.912124e-12 111 0.201
#> 2 ssor 19942.9 1.345711e-12 61 0.374
#> 3 tldlt 19942.9 6.676564e-14 7 13.282

Sweep 3 — maxiter. When maxiter is too small CG stops before convergence, leaving a residual that
contaminates the quadratic form. The error curve drops sharply once maxiter exceeds the iterations needed
for convergence

maxiter_vec <- c(5, 10, 20, 50, 100, 200)

res_qfmax <- data.frame(
maxiter = maxiter_vec,

quad = NA_real_,
rel _err = NA real ,
iter = NA_integer_,
ierr = NA_integer_

)
for (i in seq_along(maxiter_vec)) {
r <- quadform.cg(Sigma, vy,
control = get.iter.control(maxiter = maxiter_vec[i]))
res_qfmax$quad[i] <- r$quad
res_qfmax$rel_err[i] <- abs(r$quad - qf.exact) / abs(qf.exact)
res_gfmax$iter[i] <- r$iter
res_qfmax$ierr[i] <- r$ierr
}
#> Warning: cg: did not converge in 5 iterations; relative residual =
#> 0.737167254438344
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#> Warning: cg: did mot converge in 10 iterations; relative residual
#> 0.334166513741648

#> Warning: cg: did not converge in 20 iterations; relative residual
#> 0.0869622120491367

#> Warning: cg: did nmot converge in 50 iterations; relative residual
#> 0.00198411215837383

#> Warning: cg: did mot converge in 100 iterations; relative residual =
#> 3.68981294516961e-06

res_qgfmax
#>  maziter quad rel_err iter ierr
#> 1 5 13813.46 3.073496e-01 5 1
#> 2 10 18394.03 7.766532e-02 10 1
#> 3 20 19838.43 5.238566e-03 20 1
#> 4 50 19942.84 2.899052e-06 50 1
#> 5 100 19942.90 1.032861e-11 100 1
0

#> 6 200 19942.90 1.912124e-12 111

par(mfrow = c(1, 3), mar = c(4, 4, 2, 1))

## Panel 1: tol vs relative error, iterations on right axis
plot(res_qftol$tol, res_qftol$rel_err, log = "xy",
type = "b", pch = 16, col = "steelblue",
xlab = "tol", ylab = "Relative error in quad form",
main = "Accuracy vs. tolerance")
par(new = TRUE)
plot(res_qftol$tol, res_qftol$iter, log = "x", type = "b",

pch = 2, col = "tomato", axes = FALSE, xlab = "", ylab = "")
axis(4, col = "tomato", col.axis = "tomato")
mtext ("CG iterations", side = 4, line = 2.5, col = "tomato", cex = 0.8)
legend("bottomleft", legend = c("rel. error", "iterations"),

col = c("steelblue", "tomato"), pch = c(16, 2), 1ty = 1,
bty = "n", cex = 0.8)

## Panel 2: preconditioner comparison
cols3 <- c("gray70", "steelblue", "tomato")
bp <- barplot(res_qfpc$iter, names.arg = res_qfpc$precond,
col = cols3, ylab = "CG iterations",
main = "Preconditioner effect")
text (bp, res_qfpc$iter / 2,
labels = format(res_qfpc$rel_err, digits = 2, scientific = TRUE),
cex = 0.75, col = "white")
mtext (" (labels: relative error)", side = 1, line = -1, cex = 0.7)

## Panel 3: maxiter vs relative error - convergence cliff

conv_iter <- res_qfmax$iter[which(res_qgfmax$ierr == 0) [1]]
plot(res_qgfmax$maxiter, res_qgfmax$rel_err, log = "xy",
type = "b", pch = ifelse(res_qfmax$ierr == 0, 16, 4),
col = ifelse(res_qgfmax$ierr == 0, "steelblue", "tomato"),
xlab = "maxiter", ylab = "Relative error",
main = "Effect of maxiter (x = not converged)")

if (!'is.na(conv_iter))
abline(v = conv_iter, lty = 2, col = "gray")
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Scaling comparison

For each n in n_vec (from the settings block) we generate a fresh random problem, build all preconditioners,
and time each step separately. Methods compared:

label preconditioner build step?

chol Cholesky (symbolic + numeric solve) yes

cg_none none —
ssor SSOR (w = 1, default) —
ildlt ildlt, MMD ordering, 1fil from settings yes

1£il is fixed at the single-problem value from the settings block. system.time() performs a garbage
collection before each timed expression.

set.seed(12)

col_names <- c("n", "prep",
"chol_sym", "chol_solve",
"cg_none",
"ssor_solve",
"ildlt_build", "ildlt_solve")
sc_times <- matrix(NA_real , nrow = length(n_vec), ncol = length(col_names),
dimnames = 1list(NULL, col_names))
sc_iter <- matrix(NA_integer_, nrow = length(n_vec), ncol = 3,
dimnames = list(NULL, c("cg_none", "ssor", "ildlt")))

for (i in seq_along(n_vec)) {
ni <- n_vec[i]
deltai <- sqrt(ngamma / (ni * pi))
sc_times[i, "n"] <- ni
sc_times[i, "prep"] <- system.time({

loci <- cbind(runif(ni), runif(ni))
Di <- nearest.kdtree(loci, delta = deltai, upper = TRUE,
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memory = list(nnz = ngamma * ni))
Di <- t(Di) + Di
Si <- cov.sph(Di, c(deltai,theta0))
yi <= rnorm(ni)
}) ["elapsed"]

## Cholesky

sc_times[i, "chol_sym"] <- system.time(
Ri <- chol(Si)

) ["elapsed"]

sc_times[i, "chol_solve"] <- system.time(
solve.spam(Ri, yi)

) ["elapsed"]

## CG, no preconditioner

sc_times[i, "cg_none"] <- system.time(
r <- cg(Si, yi)

) ["elapsed"]

sc_iter[i, "cg_none"] <- r$iter

## CG + SSOR (no build step)
sc_times[i, "ssor_solve"] <- system.time(
r <- cg(Si, yi, control = get.iter.control(precond = "ssor"))
) ["elapsed"]
sc_iter[i, "ssor"] <- r$iter

## CG + ildlt (build and solve separate)
sc_times[i, "ildlt_build"] <- system.time(
pc_i <- ild1t(Si, 1fil = 1fil, ordering = "MMD")
) ["elapsed"]
sc_times[i, "ildlt_solve"] <- system.time(
r <- cg(Si, yi, control = get.iter.control(precond = pc_i))
) ["elapsed"]
sc_iter[i, "ildlt"] <- r$iter

}

cbind(n = n_vec, sc_iter)

#> n cg_none ssor tldlt

#> [1,] 1e+03 95 58 6

#> [2,] 2e+03 107 62 7

#> [3,] 5e+03 111 61 7

#> [4,] 1let04 114 65 7

#> [5,] 2e+04 116 64 7

#> [6,] 5e+04 119 68 7

#> [7,] 1le+05 118 66 7

sc_times[, -1, drop = FALSE]

#> prep chol_sym chol_solve cg_none ssor_solve tldlt_build tldli_solve
#> [1,] 0.010 0.022 0.000 0.006 0.011 0.027 0.034
#> [2,] 0.019 0.024 0.002 0.014 0.024 0.066 0.132
#> [3,] 0.053 0.099 0.004 0.040 0.063 0.221 0.827
#> [4,] 0.114 0.312 0.011 0.098 0.164 0.536 3.331
#> [5,] 0.260 1.038 0.029 0.212 0.391 1.272 13.001
#> [6,] 0.620 3.878 0.088  0.550 1.110 3.745 87.710
#> [7,] 1.415  12.568 0.219 1.184 2.411 10.272 339.901
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n_vec
#> [1] 1e+03 2e+03 5e+03 1le+04 2e+04 5et04 le+05

cols <- c(prep = "gray70",
chol_sym = "darkblue",
chol _solve = "steelblue",
cg_none = "tomato",
ssor_solve = "orange",
ildlt_build = "darkgreen",
ildlt_solve = "green3")

## strip the n column for plotting
plot_mat <- sc_times[, -1, drop = FALSE]
ylim <- range(plot_mat[plot_mat!=0], na.rm = TRUE)

matplot(n_vec, plot_mat, type = "b",
pch = seq_along(cols), col = cols,
log = "xy", xaxt = "n",
xlab = "n", ylab = "time (s)",
main = "Scaling: Cholesky vs CG vs SSOR vs ildlt",
ylim = ylim)
#> Warning in zy.coords(z, y, zlabel, ylabel, log = log, recycle = TRUE): 1 y
#> value <= 0 omitted from logarithmic plot
axis(l, at = n_vec, labels = pasteO(n_vec / 1000, "k"))
legend("topleft",
legend = c("matrix prep",
"Cholesky symbolic", "Cholesky solve",
"CG no precond",
"SSOR solve",
"ildlt build", "ildlt solve"),
col cols, pch = seq_along(cols), 1ty = 1,
bty = "n", cex = 0.75)
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Likelihood evaluation

For each n in n_vec we generate a fresh dataset and time one neg2loglik() evaluation at c(delta, theta0).
Methods: Cholesky, CG with no preconditioner, CG + SSOR, CG + ildlt (MMD). The ildlt build is included
inside the CG + ildlt timing since neg2loglik rebuilds the preconditioner at each call; the SSOR column
has no such cost. nprobe is taken from the settings block.

set.seed(12)

11_col_names <- c("n", "chol", "cg_none", "ssor", "ildlt")
11_times <- matrix(NA_real_, nrow = length(n_vec), ncol = length(ll_col_names),
dimnames = 1list(NULL, 11_col_names))

for (i in seq_along(n_vec)) {
ni <- n_vec[il
deltai <- sqrt(ngamma / (ni * pi))
thetai <- c(deltai, thetal)
loci <- cbind(runif(ni), runif(ni))
Di <- nearest.kdtree(loci, delta = deltai, upper = TRUE,
memory = list(nnz = ngamma * ni))
Di <- t(Di) + Di
Si  <- cov.sph(Di, thetai)
yi <= c(rmvnorm.spam(l, Sigma = Si))

11_times[i, "n"] <- ni
11_times[i, "chol"] <- system.time(
neg2loglik(theta = thetai, y = yi, distmat = Di, cov.sph,

solver = "chol")
) ["elapsed"]
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11_times[i, "cg_none"] <- system.time(
neg2loglik(theta = thetai, y = yi, distmat = Di, cov.sph,
solver = "cg",
iter.control = get.iter.control(nprobe = nprobe))
) ["elapsed"]

11_times[i, "ssor"] <- system.time(
neg2loglik(theta = thetai, y = yi, distmat = Di, cov.sph,
solver =Rtcgll
iter.control = get.iter.control(nprobe = nprobe,
precond = "ssor"))
) ["elapsed"]

11_times[i, "ildlt"] <- system.time(
neg2loglik(theta = thetai, y = yi, distmat = Di, cov.sph,
solver = "cg",
iter.control = get.iter.control(nprobe = nprobe,

precond = ildlt(Si, 1fil = 1fil,
ordering = "MMD")))
) ["elapsed"]

3
11_cols <- c(chol = "darkblue",

cg_none = "tomato",

ssor = "orange",

ildlt = "darkgreen")

plot_11 <- 11_times[, -1, drop = FALSE]
ylim_11 <- range(plot_11, na.rm = TRUE)

matplot(n_vec, plot_l1l, type = "b",
pch = seq_along(ll_cols), col = 11_cols,
log = "xy", xaxt = "n",
xlab = "n", ylab = "time (s)",
main "neg2loglik evaluation time",
ylim = ylim_11)
axis(l, at = n_vec, labels = pasteO(n_vec / 1000, "k"))
legend("topleft",
legend = c("Cholesky”, "CG no precond", "CG + SSOR", "CG + ildlt"),
col = 11_cols, pch = seq_along(ll_cols), lty = 1,
bty = "n", cex = 0.8)
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